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Introduction

HISTORY

In the 1970s the US Department of Defense was concerned by the
number of different programming languages being used for its em-
bedded computer system projects, many of which were obsolete or
hardware-dependent, and none of which supported safe modular
programming. In 1975 the Higher Order Language Working Group
was formed with the intent of reducing this number by finding or
creating a programming language generally suitable for the de-
partment’s requirements; the result was Ada. They created Ada to
be a structurated programming language with strong typing. The

language is multipurpose, object oriented and concurrent.

ADA TODAY

Because Ada is a strongly typed language, it has been used out-
side the military in commercial aviation projects, where a software
bug can mean fatalities. The fly-by-wire system in the Boeing 777
runs software written in Ada. The Canadian Automated Air Traffic
System (completed in year 2000 by Raytheon Canada) was written
in 1 million lines of Ada (SLOC count). It featured advanced (for the
time) distributed processing; a distributed Ada database; and
object-oriented design.

The language became an ANSI standard in 1983 (ANSI/MIL-STD
1815A), and without any further changes became an ISO standard
in 1987 (ISO-8652:1987). This version of the language is com-
monly known as Ada 83, from the date of its adoption by ANSI, but

is sometimes referred to also as Ada 87, from the date of its adop-
tion by I1SO.



Ada 95, the joint ISO/ANSI standard (ISO-8652:1995) is the latest
standard for Ada. It was published in February 1995 (making
Ada 95 the first ISO standard object-oriented programming lan-
guage). To help with the standard revision and future acceptance,
the US Air Force funded the development of the GNAT Compiler.
Presently, the GNAT Compiler is part of the GNU Compiler Collec-
tion.

Work has continued on improving and updating the technical con-
tent of the Ada programming language. A Technical Corrigendum to
Ada 95 was published in October 2001, and a major Amendment,
ISO/IEC 8652:1995/Amd 1:2007, was published on March 9, 2007.

Language

SYNTAX

Ada syntax is based on Pascal so when it came out it would have a
bigger group of potencial programmers. We will not go over the full

syntax of Ada. Check
http://cs.nyu.edu/courses/spring05/G22.2110-001/RM-P.html for the

complete Ada95 syntax summary.

GENERAL STRUCTURE

All ada programs follow a basic structure:

with Package_Name; use Package Name;
procedure Program_Name is
Variable : Some_Type;
begin
Statement_t;
Statement_2;

end Program_Name;


http://cs.nyu.edu/courses/spring05/G22.2110-001/RM-P.html
http://cs.nyu.edu/courses/spring05/G22.2110-001/RM-P.html

The procedure is basically the program's name. The place where it
says Variable : Some_Type is a variable declaration. "So what does
'Some_Type' mean?" you ask. Well, that defines the type of vari-
able it is. In other words, if the variable were an integer value, it
would be changed to Variable : Integer;. If it were a floating-point
(decimal) value, it would be Variable : Float;.

Semicolons are used to end a variable declaration or statement, al-
lowing you to put more than one variable declaration or statement
on one line.

The statement begin begins the execution of the actual statements
of the program.

The Statement_1; and Statement_2; lines don't actually mean any-
thing in Ada; in a real program they would be replaced with com-
mands that do something.The statement end Program_Name; ba-

sically ends the program.

TYPES

There are several predefined types, but most programmers prefer
to define their own, application-specific types. Nevertheless, these
predefined types are very useful as interfaces between libraries
developed independently. The predefined library, obviously, uses
these types too.

These types are predefined in the Standard package:



Ada types

l l

Elementary types Composite types

l

Access Scalar Array Record Protected Task

_______________________________

Discrete

[

Enumeration

Integer Float Fixed

=il

Signed Modular Decimal Ordinary

Numeric types

Strong Typing

The term strong typing is used to describe those situations where
programming languages specify one or more restrictions on how
operations involving values having different datatypes can be in-
termixed. The antonym is weak typing. However, these terms have
been given such a wide variety of meanings over the short history
of computing that it is often difficult to know, out of context, what an
individual writer means when using them.

The strong typing is related to the Type safety concept.Type safety
means that at compile or run time, the rejection of operations or function
calls which attempt to disregard data types. In a more rigorous setting,
type safety is proved about a formal language by proving progress and
preservation.



Abstract data types

Ada offers a various selection of predefined types but the objective
of the language is to let the programmers to construct powerful ab-
stractions that represent their problem. This abstractions are called
ADT (abstract data type).

ADT’s are predecessors of the objects in object oriented program-
ming. An ADT contains the types and operations (methods) but
doesn’t contain the state . They are used to create packages, this

packages can be generic for different types so they are reusable.

In the example we create a ATD of list and then we instance two

packages of lists of integers and lists of characters. Example code

Lists.Ads (Interface)

generic
type Type_ Element is private;
package Lists is
type List is private;
Memoria_ Agotada : exception; -- no se dispone de mas memoria
function Empty return List;
function Is_ Empty (L : List) return Boolean;
function Insert (E : Type_ Element; L : List) return List;
function First (L : List) return Tipe_ Element;
function Rest (L : List) return List;
procedure Erase (L : in out List);
procedure Concat (L1 : in out List; L2 : in out List);
procedure Copy
(L1:in List;
L2 : out List);
procedure Destroy
(L:in out List);
private
type Node;
type List is access Node;

end Lists;

generic lists, integers, characters.



Lists.adb (Implementation)

with Ada.Unchecked_ Deallocation;
package body Lists is
type Nodo is record
First : Type_ Element;
Resto : List;

end record;

procedure Libera_ Memoria is

new Ada.Unchecked_ Deallocation (Object =>Nodo, Name =>List);

function Empty return List is
begin
return null;

end Empty;

function Is_ Empty (L : List) return Boolean is

begin
return L =null;
end Is_ Empty;

function Insert (E : Type_ Element; L : List) return List is
begin
return new Nodo'(First =>E, Resto =>L);
exception
when Storage_ Error =>
raise Memoria_ Agotada;

end Insert;

end Lists;

Test_Lists.adb (Small test program)

with Lists;
with Ada.Text_10;
use Ada.Text_10;



procedure Test_ Lists is
N : constant Natural :=10;

package Chars_ Lists is new Lists (Char);

package Integers_ Lists is new Lists (Integer);

List_ char: Chars_ Lists.List;
List_int: Integers_ Lists;
foo : Char;

bat : Integer;!

X : Integer;

begin

List_char :=Chars_ Lists.Empty;

List_int :=Integers_ Lists.Empty;

forXin1.. Nloop
List_ Char :=Chars_ Lists.Insert(Integerimage(X), List_ Char);
List_int :=Integers_ Lists.Insert(X, List_ Char);

end loop;

end Test_ Lists;

POLYMORPHISM

Polymorphism reflects the ability to provide different implementa-
tions of the same operation for different types and to select the cor-
rect behaviour automatically for the actual type of object being
dealt with. Rather than seeing a program as a set of procedures
which manipulate data, you can look at it as a set of objects which
you can ask to perform particular operations. Each object responds
to a request to perform a particular operation by executing the ver-
sion of the operation which is appropriate for it. You don’t have to
check what type of account you're dealing with when you say ‘de-
posit some money’; instead, you tell the account that you want to
deposit some money and it does it in the way that’s appropriate for
the type of account that it is. As a result, you won’t need to change
any existing code when you introduce a new type of account

Overloading:



Function overloading (also polymorphism or method overloading) is
a programming concept that allows programmers to define two or
more functions with the same name.

Each function has a unique signature (or header), which is derived
from:

1. function/procedure name
number of arguments
arguments' type
arguments' order
arguments' name

return type

® oA w N

Example:



with Ada.Text_1O;
use Ada.Text_10;

procedure overloading is

begin

function add (vart : Integer; var2: Integer) return Integer
is
begin
return vari + vare;

end;

function add (vart: Float; var2: Integer) return Integer
is
begin

return Integer(varr) + vara;

end;

function add (varr: Float; var2: Float; var3: Integer) return Float is
begin
return varr+var2+float(varg);

end;

Put_Line(”1 +2 =" & Integer’image(add(1,2)));
Put_Line(”1.5+ 2.0 + 3 =" & Float’Image(add(r.5,2.0.3)));
Put_Line("1.2 + 3 =" & Integer’Image(add(1.2,3)));

end overloading;

Execution:

./overloading

Lgiuoame 2

1.5+2.0 + 3= 6.50000E+00

L2+3= 4



Parameter Coercion:

A coercion is an implicit type conversion, supplied automatically
even if the programmer leaves it out.

Ada does not support parameter coercion since its a strong typed
language and the idea is to do precisely the opposite.

Parametric Polymorphism:

A function exhibits parametric polymorphism if it has a type that
contains one or more type variables. A type with type variables is a

polytype.

In ada we have parametric polymorphism by using generics.

We already used parametric polymorphism in the example of the
ATD'’s but here we will show an additional small example.

generic
Max: Positive;
type Element_T is private;
package Generic_Stack is
procedure Push (E: Element_T);
function Pop return Element_T;
end Generic_Stack;

package body Generic_Stack is
Stack: array (1 .. Max) of Element_T;
Top : Integer range o .. Max := o; — initialise to empty

end Generic_Stack;

declare
package Float_roo_Stack is new Generic_Stack (100, Float);
use Float_100_Stack;

begin
Push (45.8);

end;



PARAMETERS

Ada provides several different choices - you can use a specific type
name or an entire type class, and you can use an "access mode"
or a normal mode (in, in out, or out). If you want to dispatch on a
specific parameter, you can define operations as either of:

procedure Look(Actor : in out Occupant);  -- Option 1.
procedure Look(Actor : access Occupant); -- Option 2.

For option 1, you're passing the Occupant to Look; in option 2,
you're passing an access-to-Occupant value. Both will dispatch,
both can be overridden, and you can use both approaches in the
same program (it's no big deal to convert between them).

If you do not need to dispatch on an operation, you can define op-
erations as:

procedure X(Actor : in Occupant'Class); -- Option 3.
procedure X(Actor : access Occupant'Class); -- Option 4.
procedure X(Actor : in Occupant_Access);  -- Option 5.

Option 3 basically says we can accept any type at all as long as
that type is a member of the class Occupant. Option 4 says we can
take any access value at all, as long as it accesses a type that's a
member of Occupant'Class. Option 5 uses an access type defined
elsewhere, and if that type (Occupant Access) is defined as ac-
cess Occupant'Class it's quite similar to option 4 except in one very
important way - option 5 permits a null value to be passed in.

Thus, if we're passing around access values and we want to permit
a null value, we should use "Occupant_Access" as the parameter
type. Otherwise, if we don't need to pass a null value, we can use
option 4 (so that it uses access values as well).

Generally, if you use option 1 you'll use option 3, and if you use op-
tion 2 you'll use options 4 and 5 (depending on whether or not you
want to permit a null value).



BINDINGS

Binding Time is the point at which a binding is created or, more
generally, the point at which any implementation decision is made.

Examples:

- language design time: program structure, possible types.

- language implementation time: I/O, arithmetic overflow, type
equality

- program writing time: algorithms, names

- compile time: plan for data layout

- link time: layout of whole program in memory

- load time: choice of physical addresses

- run time: value/variable bindings, sizes of strings subsumes
program start-up time, module entry time, elaboration time (point
a which a declaration is first "seen"), procedure entry time,
block entry time, statement execution time

The terms STATIC and DYNAMIC are generally used to refer to
things bound before run time and at run time, respectively. Clearly
"static" is a coarse term. So is "dynamic".

Ada provides direct support for dynamic binding.

SCOPE

For each declaration, the language rules define a certain portion of
the program text called the scope of the declaration. The scope of
a declaration is also called the scope of any view or entity declared
by the declaration. Within the scope of an entity, and only there,
there are places where it is legal to refer to the declared entity.
These places are defined by the rules of visibility and overloading.



Scope rules govern the visibility and life time of data items (i.e. the
parts of a program where they can be used).

In most imperative languages the scope of a declaration starts at
the end of the declaration and extends to the end of the block.

Ada scope rules:

A data item is visible from where it is declared to the end of the
block in which the declaration is made.

A data item declared within a block cannot be seen from outside
that block, and is referred to as local data item, i.e. local to a block.



procedure SUM_AND_PROD is
X_ITEM : constant := 2;

Y _ITEM : constant := X_ITEM *2;
begin

PUT(X_ITEM+Y_ITEM);
NEW_LINE;
PUT(X_ITEM*Y_ITEM);
NEW_LINE;

end SUM_AND_ PROD;
procedure SUM (P_ITEM, Q_ITEM : INTEGER) is
TOTAL: INTEGER ;

begin

TOTAL:=P_ITEM + Q_ITEM;
PUT (TOTAL);

NEW_LINE;

end SUM;

procedure PRODUCT (S_ITEM, T_ITEM : INTEGER) is
PROD : INTEGER ;

begin

PROD :=S_ITEM * T_ITEM;
PUT (PROD);

NEW_LINE;

end PRODUCT;

Anything declared in a block is also visible in all enclosed blocks
within it (in which the data item is not redeclared).



procedure SUM_AND_PRODUCT(P_ITEM, Q_ITEM: INTEGER) is
ANSWER : INTEGER;

procedure SUM(A_ITEM,B_ITEM: INTEGER) is

begin

ANSWER := A_ITEM + B_ITEM;

end SUM;

procedure PRODUCT(C_ITEM,D_ITEM: INTEGER) is

begin

ANSWER := C_ITEM * D_ITEM;

end PRODUCT;

begin

SUM(P_ITEM,Q_ITEM); PUT(ANSWER); NEW_LINE;
PRODUCT(P_ITEM,Q_ITEM); PUT(ANSWER); NEW _LINE;
end SUM_AND_PRODUCT;

Several data items with the same name cannot be used in the
same block, however several items with the same name can be
declared in "different” blocks.

* In this case the declared quantities have nothing to do with one
another (other than sharing the same name).



procedure SUM(P_ITEM, Q_ITEM : INTEGER) is
TOTAL : INTEGER,;

begin

TOTAL :=P_ITEM + Q_ITEM;

PUT(TOTAL);

NEW_LINE;

end SUM;

procedure PRODUCT(P_ITEM, Q_ITEM : INTEGER) is
TOTAL : INTEGER,;

begin

TOTAL :=P_ITEM * Q_ITEM;

PUT(TOTAL);

NEW_LINE;

end PRODUCT;

Where a name is used in a block and reused in a sub-block nested
within it, the sub -block declaration will override the super-block
declaration during the life time of the sub-block.

» This is referred to as occlusion. The identifier which is hidden be-

cause of the inner declaration is said to be occluded.



procedure SUM_AND_PROD is
X_ITEM : constant := 2;

Y _ITEM : constant := X_ITEM *2;

procedure SUM(P_ITEM, Q_ITEM : INTEGER) is
X_ITEM : INTEGER;

begin

X_ITEM :=P_ITEM + Q_ITEM;

PUT(X_ITEM);

NEW_LINE;

end SUM;

begin
SUM(X_ITEM,Y_ITEM);
end SUM_AND_PROD;

Ada scope rules summary

1) Scope of declaration extends from where it is made to the end of

the block in which it is made.

2) Anything declared in a block is not visible outside of that block.
3) Anything declared in a block is visible to all enclosed blocks
within it.

4) Several items with the same name cannot be used in the same

block, however several items with the same name can be declared
in different blocks.

5) Where a name is used in a block and reused in a subblock
nested within it, the sub-block declaration will override (occlude)
the super-block declaration during the life time of the sub-block.



Memory management:

Memory management can cause real headache due to memory
leakage over time. That is, memory allocation not properly deallo-
cated after calls. When the memory runs out, the result could be
catastrophic for some applications. In fact, how many times in a
week does Windows 95/98/NT have to be rebooted due to memory
leakage. This problem will be a thing of the past because of the
powerful Ada 95 feature of, storage pools. With storage pools
heap memory is not longer needed. A fixed amount of elements
can be specified either in the code or read in from a configuration
file during elaboration. Therefore, this number can be adjusted ac-
cording to the needs of the application. From that point on no addi-
tional memory is ever needed as long as the program is running.
Thus, memory leakage never occurs as a result. Even if the pro-
gram does have memory leakage, storage pools will print out how
many elements were leaked at the end of the program. With this
memory leakage detection capability, the programmer can tell if his
program needs to be fixed or not. As long as the storage pools are
not exhausted, the storage pools resources will be claimed and re-
turned to the operation system once the program is no longer run-
ning. Once again, the operating system does not need to be re-
boot. Of course, it is desired to fix the program if it contains mem-
ory leaks. Finally, if the program works perfectly, storage pools also
say so at the end of the program.

The System.Pool_Global package offers the Unbounded_No_Re-
claim_Pool storage pool. Allocations use the standard system call
malloc while deallocations use the standard system call free. No
reclamation is performed when the pool goes out of scope. For per-
formance reasons, the standard default Ada allocators/deallocators



do not use any explicit storage pools but if they did, they could use
this storage pool without any change in behavior. That is why this
storage pool is used when the user manages to make the default
implicit allocator explicit as in this example:

type T1 is access Something;
-- no Storage pool is defined for T2
type T2 is access Something_Else;
for T2'Storage_Pool use T1'Storage Pool;
-- the above is equivalent to
for T2'Storage_Pool use System.Pool_Global.Global_Pool Object;

The System.Pool Local package offers the Unbounded Re-
claim_Pool storage pool. The allocation strategy is similar to
Pool_Local's except that the all storage allocated with this pool is
reclaimed when the pool object goes out of scope. This pool pro-
vides a explicit mechanism similar to the implicit one provided by
several Ada 83 compilers for allocations performed through a local
access type and whose purpose was to reclaim memory when exit-
ing the scope of a given local access. As an example, the following
program does not leak memory even though it does not perform
explicit deallocation:



with System.Pool_Local;
procedure Poolocr is
procedure Internal is
type A is access Integer;
X: System.Pool_Local.Unbounded_Reclaim_Pool;
for A’Storage_Pool use X;
v:A;
begin
forlin 1.. 50 loop
v :=new Integer;
end loop;
end Internal;
begin
forlin 1.. 100 loop
Internal;
end loop;

end Poolocr;

The System.Pool _Size package implements the Stack Bound-
ed_Pool used when Storage_Size is specified for an access type.
The whole storage for the pool is allocated at once, usually on the
stack at the point where the access type is elaborated. It is auto-
matically reclaimed when exiting the scope where the access type
is defined. This package is not intended to be used directly by the
user and it is implicitly used for each such declaration:

type T1 is access Something;

for T1'Storage _Size use 10_000;



Exceptions

An exception_declaration declares a name for an exception. An ex-
ception is raised initially either by a raise_statement or by the fail-
ure of a language-defined check. When an exception arises, con-
trol can be transferred to a user-provided exception_handler at the
end of a handled _sequence_ of statements, or it can be propa-
gated to a dynamically enclosing execution.

Exception declarations:

Syntax

exception_declaration ::= defining_identifier_list : exception;

Static Semantics

Each single exception_declaration declares a name for a different
exception. If a generic unit includes an exception_declaration, the
exception_declarations implicitly generated by different instantia-
tions of the generic unit refer to distinct exceptions (but all have the
same defining_identifier). The particular exception denoted by an
exception name is determined at compilation time and is the same
regardless of how many times the exception_declaration is elabo-
rated.

The predefined exceptions are the ones declared in the declaration
of package Standard: Constraint_Error, Program_Error, Stor-
age Error, and Tasking_Error; one of them is raised when a
language-defined check fails.

Dynamic Semantics

The elaboration of an exception_declaration has no effect.

The execution of any construct raises Storage Error if there is in-
sufficient storage for that execution. The amount of storage needed
for the execution of constructs is unspecified.

Example:

Singular : exception;
Error : exception;
Overflow, Underflow : exception;

Exception Handlers:

The response to one or more exceptions is specified by an excep-
tion_handler.

Syntax
handled_sequence_of statements ::=
sequence_of statements



[exception
exception_handler
{exception_handler}]
exception_handler ::=
when [choice parameter_specification:] exception_choice {| ex-
ception_choice} =>
sequence_of statements
choice_parameter_specification ::= defining_identifier
exception_choice ::= exception_name | others

Legality Rules

A choice with an exception_name covers the named exception. A
choice with others covers all exceptions

not named by previous choices of the same handled_se-
qguence_of statements. Two choices in different
exception_handlers of the same handled _sequence_ of statements
shall not cover the same exception.

A choice with others is allowed only for the last handler of a han-
dled_sequence_of statements and as

the only choice of that handler.

An exception_name of a choice shall not denote an exception de-
clared in a generic formal package.

Static Semantics

A choice parameter_specification declares a choice parameter,
which is a constant object of type

Exception_Occurrence (see 11.4.1). During the handling of an ex-
ception occurrence, the choice parameter,

if any, of the handler represents the exception occurrence that is
being handled.

Dynamic Semantics

The execution of a handled _sequence_of statements consists of
the execution of the sequence_of -

statements. The optional handlers are used to handle any excep-
tions that are propagated by the

sequence_of statements.

Example of an exception handler:
begin
Open(File, In_File, "input.txt");
exception
when E : Name_Error =>
Put("Cannot open input file : ");
Put_Line(Exception_Message(E));
raise;



end;

Raise Statements:

A raise_statement raises an exception.
Syntax
raise_statement ::= raise;
| raise exception_name [with string_expression];

Legality Rules

The name, if any, in a raise_statement shall denote an exception. A
raise_statement with no

exception_name (that is, a re-raise statement) shall be within a
handler, but not within a body enclosed by

that handler.

Name Resolution Rules

The expression, if any, in a raise_statement, is expected to be of
type String.

Dynamic Semantics

To raise an exception is to raise a new occurrence of that excep-
tion. For the execution of a raise statement with an excep-
tion_name, the named exception is raised. If a string_expression is
present, the expression is evaluated and its value is associated
with the exception occurrence. For the execution of a re-raise
statement, the exception occurrence that caused transfer of control
to the innermost enclosing handler is raised again.

Examples

raise Ada.lO_Exceptions.Name_Error;
raise Queue_Error with "Buffer Full";
raise;

Exception Handling

When an exception occurrence is raised, normal program execu-
tion is abandoned and control is transferred to an applicable excep-
tion_handler, if any. To handle an exception occurrence is to re-
spond to the

exceptional event. To propagate an exception occurrence is to
raise it again in another context; that is, to fail to respond to the ex-
ceptional event in the present context.

Dynamic Semantics



Within a given task, if the execution of construct a is defined by this
International Standard to consist (in part) of the execution of con-
struct b, then while b is executing, the execution of a is said to dy-
namically

enclose the execution of b. The innermost dynamically enclosing
execution of a given execution is the

dynamically enclosing execution that started most recently.

When an exception occurrence is raised by the execution of a
given construct, the rest of the execution of

that construct is abandoned; that is, any portions of the execution
that have not yet taken place are not

performed. The construct is first completed, and then left.

« If the construct is a task_body, the exception does not propagate
further;

« If the construct is the sequence of statements of a handled_se-
quence_of statements that

has a handler with a choice covering the exception, the occurrence
is handled by that handler;

« Otherwise, the occurrence is propagated to the innermost dy-
namically enclosing execution,

which means that the occurrence is raised again in that context.
When an occurrence is handled by a given handler, the
choice_parameter_specification, if any, is first

elaborated, which creates the choice parameter and initializes it to
the occurrence. Then, the

sequence_of statements of the handler is executed; this execution
replaces the abandoned portion of the

execution of the sequence_of statements.



Other characteristics

RECURSION

Recursion in computer programming is exemplified when a function
is defined in terms of itself. One example application of recursion is
in parsers for programming languages. The great advantage of re-
cursion is that an infinite set of possible sentences, designs or
other data can be defined, parsed or produced by a finite computer
program.

Here is an small example of how to implement a recursive function

in Ada. The following example implements the fibonnaci series.

WITH Ada.Text_lO; -- Include Ada.Text_lO library routines
WITH Ada.Integer_Text_IO; -- Instantiation of Ada.Integer_Text_IO
PROCEDURE fibonaci IS

max : Integer := 20;

FUNCTION fibon (n : Integer) RETURN Integer IS
BEGIN -- The FUNCTION "fibon" is recursive
IF n <=2 THEN
RETURN 1;
ELSE
RETURN fibon (n-1) + fibon (n-2);
END IF;
END fibon;

BEGIN
Ada.Integer_Text_|O.put (fibon(10),15);
END fibonaci;

CONCURRENCY

A task unit is a program unit that is obeyed concurrently with the
rest of an Ada program. The corresponding activity, a new locus of
control, is called a task in Ada terminology, and is similar to a
thread, for example in Java Threads. The execution of the main



program is also a task, the anonymous environment task. A task
unit has both a declaration and a body, which is mandatory. A task
body may be compiled separately as a subunit, but a task may not
be a library unit, nor may it be generic. Every task depends on a
master, which is the immediately surrounding declarative region - a
block, a subprogram, another task, or a package. The execution of
a master does not complete until all its dependant tasks have ter-
minated. The environment task is the master of all the tasks de-
clared in the program; it terminates only when they all have termi-
nated.

Task units are similar to packages in that a task declaration defines
entities exported from the task, whereas its body contains local
declarations and statements of the task.

There are many schemes to implement concurrency in ada. We will
mention the most used:

- Rendezvouz

- Selective wait

- Guards

- Protected Types

- Entry families

OBJECT ORIENTATION

In Ada an object is an instance of either a user defined type or an
instance of one of the in-built types.

An object for a user defined type can be imagined diagrammatically
as show in the next figure.
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A message is implemented as either a procedure or function call.
The body of which is the method that is evoked when the message
is sent to the object. The user of the object has no knowledge of
the implementation code contained in the body of the procedure of
function.

Example:

An object for a bank account

Before looking in detail at the implementation of an object that rep-
resents a bank account, it is appropriate to consider the messages
that might be sent to such an object. For a very simple type of bank
account these messages would be:

¥ Deposit money into the account.

¥ Withdraw money from the account.

¥ Deliver the account balance.

¥ Print a mini statement of the amount in the account.

The following program demonstrates the sending of these mes-
sages to an instance of an Account.



with Ada.Text_io, Class_account;

use Ada.Text io, Class_account;

procedure main is my_account: Account;
obtain : Money;

begin statement( my_account );
put("Deposit £100.00 into account"); new_line;
deposit( my_account, 100.00 );
statement( my_account );
put("Withdraw £80.00 from account"); new_line;
withdraw( my_account, 80.00, obtain );
statement( my_account );
put("Deposit £200.00 into account"); new_line;
deposit( my_account, 200.00 );
statement( my_account );

end main;

Note: The package Class_account contains:
The definition of the type Account plus the definition of the opera-
tions allowed on an instance of an Account.

The subtype Money used to define some of the parameters to
messages sent to an instance of Account.

The messages sent to an instance of an Account are: deposit,
withdraw, balance, statement. For example, to deposit £100 into
my_account the following procedural notation is used:

deposit( my_account, 100.00 );

This should be read as: send the message deposit to the object
my_account with a parameter of 100.00.

To withdraw money from the account a programmer would send the
message withdraw to the object my_account with two parameters,
the amount to withdraw and a variable that is to be filled with the
amount actually withdrawn. The implementation of the method will
check that the person has sufficient funds in their account to allow
the transaction to take place. This is written as:

withdraw( my_account, 80.00, obtain );

¥ Note: In reality the method is a normal Ada procedure that is
passed as parameters, the object on which the action is to
take place, plus any additional information as successive pa-
rameters.

When compiled with an appropriate package body, the above pro-
gram unit when run will produce the following results:



Mini statement: The amount on deposit is £ 0.00
Deposit £100.00 into account

Mini statement: The amount on deposit is £100.00
\Withdraw £80.00 from account

Mini statement: The amount on deposit is £20.00
Deposit £200.00 into account

Mini statement: The amount on deposit is £220.00

The package construct in Ada is split into two distinct parts. These
parts contain the following object oriented components:

Ada Package

Object oriented component
component

The type used to elaborate the object, plus the sj
Specification cation of the message that can be sent to an in
of the type.

Implementation of the methods that are invoked
a message is sent to the object.

Implementation

Specification of the package

The specification defines what the packages does, but not how it
performs the implementation. It is used by the Ada compiler to
check and enforce the correct usage of the package by a pro-
grammer.

The specification is split into two distinct parts: a public part and a
private part. The public part defines the messages that may be sent
to an instance of an Account, whilst the private part defines the rep-
resentation of the type Account .

As the representation of Account is defined in the private part of the
specification, a user of an instance of an Account will not be al-
lowed to access the internal representation. The user however, is
allowed to declare and, depending on the description of the type,
assign and compare for equality and inequality. In this case the de-
scription of the type is private and a user is allowed to declare, as-
sign and compare for equality and inequality instances of Account.



package Class_account is

type Account is private ;
subtype Money is Float;
subtype PMoney is Float range 0.0 .. Float'Last;

procedure statement( the: in Account);
procedure deposit ( the: in out Account; amount: in PMoney );
procedure withdraw( the: in out Account; amount: in PMoney;
get: out PMoney );
function balance ( the: in Account) return  Money;
private
type Account is record
balance_of : Money := 0.00;  -- Amount in account
end record ;

end Class_account;

Used to declare
nstance of the class
package Class_account is Types and subtypes

- . used in messages
Account is private; /

subtype Money 18 Float;
subtype PMoney is Float range 0.0 .. Float'lLast,;

procedure statement ( thedn Account ):

procedure depositvichedn out Account; awountin PMoney):

procedure withdrav(thedin out Account: amountin PMoney:
getout PMoney):

function balance( thedn Account ) return Money:

Interface
\ private \

Messages that can be gent

~7)
3

Public
lnte"ace
N\

Private

\g type Account ig record 10 an Account object
- balance of : Money := 0.00;
£ \ end record;

Hidden representation

end Class account; of cdlass Account

The representation of Account (which is defined in the private part)
is a subtype of a Float that will have an initial value of 0.00. An Ada
record groups together several type declarations into a single
named type. In this case the record type Account declares a single
object called balance_of.

The package Class account represents internally the balance of
the account as a subtype of a Float. A Floatis an inexact way of
representing numbers as only the most significant digits of the
number will be stored. Instances of a type declaration of the form
type Money is delta 0.01 digits 8; would provide a more reliable
way of holding the balance of the account. However, this would re-
quire instantiation of a specific package for input and output of ob-



jects of this type. To simplify the presentation of this package the
representation of the balance of the account is implemented as a
subtype of a Float.

The implementation of the package Class_account is as follows:

with  Simple_io; use Simple_io;

package body Class_account is

procedure statement( the: in Account) is
begin

put("Mini statement: The amount on deposit is $" );
put( the.balance_of, aft=>2, exp=>0);
new_line(2);

end statement;

procedure deposit ( the: in out Account; amount: in PMoney) is
begin
the.balance_of ;= the.balance_of + amount;
end deposit;
procedure withdraw( the: in out Account; amount: in PMoney;
get: out PMoney) is
begin
if  the.balance_of >= amount then

the.balance_of := the.balance_of - amount;
get := amount;

else
get := 0.00;
end if ;
end withdraw;
function balance( the: in Account) return Money is
begin
return the.balance_of;
end balance;

end Class_account;

¥ Note: The inclusion of with Simple_io; use Simple_io; for the
body of the package.

The body of the package contains the definition of the procedures
and functions defined in the specification part of the package. f Ac-
count the . notation is used. For example, in the function balance
the result returned is obtained using the statement return
the.balance_of; The . notation is used to access a component of an
instance of a record type. In this case the instance of the record
type is the object the and the component of the object is bal-
ance_of.

Terminology

The following terminology is used to describe the components of a
class.



Example:
Terminology in class Explanation:
Account

A data component of an object. In
Ada this will be a member of the
type that is used to declare the ob
ject.

A procedure or function used to-a
deposit cess the instance attributes in an
ject.

Instance attribute |balance_of

Instance method o
just method




Ada 95 vs Java compari-
son

BENCHMARKS

The system used to do the benchmarks is an Apple Intel Core 2
Duo running Darwin 9.1.0 X86 (Mac OSX Leopard). Java is running
with the Sun virtual machine and we have used Ada Libre GNAT

GPL to compile the Ada program.

Number of Ele - Time (seconds) Type
ments

Ada Java

10 0.0037 0.113 real
0.001 0.068 user

0.004 0.032 system
100 0.004 0.113 real
0.00T 0.068 user

0.003 0.032 system
1000 0.005 0.163 real
0.003 0.075 user

0.003 0.033 system
10000 0.024 0.271 real
0.02 0.097 user

0.003 0.035 system



Number of Ele - Time (seconds) Type
ments

100000 0.2
0.194
0.005
1000000 2.286
2.243
0.021
O ADA
3.00
2.25
1.50
0.75
0
10 100
CONCLUSION:

10000

0.315
0.165
0.035

1.271

1.046
0.068

O JAVA
Time (seconds) / Elements

100000

real
user
system
real
user

system

1000000

The Ada implementation is exactly the same but its based on ADT

instead of OO. For this reason as you can see in the code, we send

to every function the array instead of just accessing it from the

state of the object. We send the array not by reference but by

value, that is why this implementation is unneficient for heaps with

huge amount of elements.



We could have coded an improved version for large arrays using
pointers to the array which would be much faster and with less
memory consumption.

We did not do it this way because the use of pointers is always a
risky task and may lead to programming errors. Since Ada is a
meant-to-be a secure language we implemented it this way be-
cause it's the desired programming method when using Ada, and
doing it the other way (pointers) would give us different results but
not so close to the reality of the language Ada in the industry.
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